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Ready to discover the Machine Learning world?Machine learning paves the path into the future
and it’s powered by Python. All industries can benefit from machine learning and artificial
intelligence whether we’re talking about private businesses, healthcare, infrastructure, banking,
or social media. What exactly does it do for us and what does a machine learning specialist do?
Machine learning professionals create and implement special algorithms that can learn from
existing data to make an accurate prediction on new never before seen data.Python Machine
Learning presents you a step-by-step guide on how to create machine learning models that lead
to valuable results. The book focuses on machine learning theory as much as practical
examples. You will learn how to analyse data, use visualization methods, implement regression
and classification models, and how to harness the power of neural networks.By purchasing this
book, your machine learning journey becomes a lot easier. While a minimal level of Python
programming is recommended, the algorithms and techniques are explained in such a way that
you don’t need to be intimidated by mathematics.The Topics Covered Include:Machine learning
fundamentalsHow to set up the development environmentHow to use Python libraries and
modules like Scikit-learn, TensorFlow, Matplotlib, and NumPyHow to explore dataHow to solve
regression and classification problemsDecision treesk-means clusteringFeed-forward and
recurrent neural networksGet your copy nowReady to discover the Machine Learning world?
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machine learning has a few different meanings, especially due to misunderstandings caused by
the entertainment industry. People use too much of their imagination thinking that machine
learning involves machines that take over the world due to their ability to think beyond the
capability of a human using powerful algorithms. Naturally, the real world is disappointing when
compared to such a vivid imagination, but that doesn’t change the fact that machine learning is
still an incredible tool that takes our technology to the next level.That being said, machine
learning may not have anything to do with intelligent robots, but you can perform some practical
feats using various techniques and algorithms. Python Machine Learning provides you with a
fundamental view of this field, handing you all the tools you need to perform amazing things.
Despite some of the exercises and concepts feeling boring and mundane, once you learn them,
you’ll realize that they will enable you to build useful applications that can help people and
society as a whole. So, enter the ever-expanding world of machine learning with the help of this
step-by-step guide!About this BookThe main goal of this book is to teach you how machine
learning can be used in the real world and what it can do for you if you invest enough time and
practice into it. Take note that you don’t need a degree in computer science, mathematics, or be
a data scientist to understand the concepts and techniques used in this book. In fact, all you
really need is a bit of Python programming knowledge and some mathematics. Anyone can learn
this. You’re going to learn a lot of machine learning theory, but you will also go through a number
of practical demonstrations that will show you how to work with data and how to obtain results
from it.In this book, a good deal of the focus goes on working with the right tools. You’re going to
use Python as the programming language of choice, however, the theory you learn can also be
applied using R if at some point in the future you want to try something new. However, the
emphasis is on Python when learning machine learning concepts because Python comes with a
rich selection of free libraries, packages, and other tools that make the implementation of
machine algorithms much easier.In addition, you will explore some of the most important
concepts and techniques in machine learning. You’ll learn a series and algorithms, see how they
work, and find ways to improve them for better results. The main advantage of using this book is
that all of these concepts can be learned with a limited knowledge of math, but it’s still
recommended for you to focus on the math side as well, especially if you want to
progress.Machine learning is complex, there are a lot of tools involved, but Python Machine
Learning will guide you every step of the way and get you started as soon as possible by
working with real-world datasets and tools.Note on Code and DatasetsIn this text, you’re going
to use Python as the main language and work with a series of datasets and machine learning



algorithms. We won’t dig into mathematics too much because it’s expected of you to have some
basic knowledge. However, just in case you don’t, the theory will be explained and broken down
into easy to understand components. That’s no reason to ignore that side. Math is a tool as
much as Python, so don’t neglect it for too long or it will come back to haunt you at some
point.That being said, all the tools, libraries, packages, and datasets we’re going to use for the
purpose of this book are open source and free to use. They also come with their own
documentation and it’s recommended for you to read through it to gain a deeper understanding
of what you’re working with. The reason we’re using open source and community driven software
is because they’re easy to access, well-documented, and very popular in the field of machine
learning and data science.The same thing goes for the dataset. To apply machine learning
algorithms and techniques, you need data. A lot of data is locked away or sold at a hefty price,
so you need to scrape it yourself or find it in the form of free organized datasets. Fortunately, the
Python libraries we’re going to use, like Scikit-learn, contain a number of datasets such Boston
Housing and the Iris datasets.Before getting started with supervised machine learning
algorithms and other concepts, you’re going to learn more about this field and how to install all
the tools you need. It’s recommended for you to follow along and install the same libraries and
packages. Alternatives exist and you can choose them if you prefer, but that’s recommended
only if you’re willing to read additional documentation and adapt the examples presented in this
book.RequirementsKnowledge in math is essential in machine learning. Sooner or later, you
need to focus your energy on it. If you aspire to become a machine learner, even at the hobbyist
level, you will have to learn some mathematics. Even though some of the Python packages we’re
going to use provide you with the tools needed to create a model and have everything you need
for data visualization, math is needed to improve the models and achieve good results. You can
easily build a model, but it takes having a mathematical foundation to interpret the results and
fully understand what’s happening.To get you started, you should focus on the following math
skills:Probability and statistics: Concepts that are part of probability and statistics are needed for
feature visualization, data processing, dimensionality reduction, model evaluation, and much
more. You will have to familiarize yourself with the median, mean, mode, standard deviation,
covariance matrix, Bayes theorem, and the mean square error at least.Multivariable calculus:
Nearly every machine learning model is created using a dataset that contains features.
Therefore, you need to understand the following multivariable calculus topics: gradients, the
Sigmoid function, rectifier linear unit function, minimum and maximum values, function plotting,
and cost function.Linear algebra: This is one of the most prevalent mathematical topic that
feature in this discipline. You’ll need to familiarize yourself with vectors, matrices, eigenvalues,
and eigenvectors.Optimization methods: Because machine learning algorithms use predictive
modeling to discover the weights have to be applied to the test data, you need to understand the
following concepts: cost function, error function, and objection function. It also helps if you’re
already familiar with the gradient descent and stochastic gradient descent algorithmsTo
summarize, you need to understand the essentials in mathematics to understand machine



learning theory and know how to improve your models. If you lack these foundations, you can
take various courses on the side and in the meantime try to learn and apply the machine
learning models and data processing techniques.Chapter 1: Understanding Machine
LearningWhen people first hear about machine learning, they think about artificial intelligence
that is designed to understand and replicate human behavior and way of thinking. While this is a
crude concept bordering sci-fi, it’s not that far from the truth. For the past few decades, many
algorithms were developed to train machines in using data so that they can improve the way we
use technology and process information.Now, the question is, how are computers able to learn?
How does the machine learning process work? We are going to explore these questions in this
chapter to understand what this field is really about. You’ll discover that machine learning is a
powerful tool that can be used just like any other.What is Machine Learning?In simple terms,
machine learning is a collection of algorithms that data scientists and analysts use to create
software capable of predicting an outcome based on existing information. This means that we
have applications that can be trained using existing data to make some form of prediction and
lead to a reliable result. Machine learning algorithms look at available data, they learn from it,
make a series of adjustments to limit outliers and erroneous data, and produce an accurate
outcome. Therefore, we no longer analyze enormous amounts of recorded information on our
own because these algorithms can often do it with very little human involvement or even none.
The beauty of machine learning is that we can use old data to teach software how to predict an
accurate result when working with present data. In a way, with these algorithms, we can train
programs to gain experience like we do, by learning from past experiences to make better
choices in the future.All that being said, machine learning isn’t a new idea. It may sound futuristic
to some, but the concept of machines processing information and producing results first
appeared a few centuries ago. It all started during the seventeenth century when Blaise Pascal,
a mathematician, designed a mechanical calculator for simple mathematical operations. During
the same period, Gottfried Leibniz, another famous mathematician, designed the binary system
on which computers are based even today. These two mathematicians, among others, led to
Alan Turing laying the groundwork for computer science and coming up with the modern idea of
machine learning and artificial intelligence. However, machine learning as a discipline was
nearly abandoned until the nineties because computers were not powerful enough. Machine
learners and data scientists had to wait for technology to catch up.Fortunately, in the nineties,
processing power increased significantly and machine learning theories can be put into practice.
This is also the time when it became a field of its own instead of being attached to artificial
intelligence as a small cog in a large engine.As machine learning started getting traction and
proving itself valuable in a variety of industries and fields, a multitude of algorithms were created.
These algorithms will be our main focus and they can be categorized as supervised learning,
semi-supervised learning, unsupervised learning, and reinforcement learning. The main
difference between these categories of algorithms is the amount of human involvement required
in the whole process of learning/training.Supervised LearningSupervised machine learning



techniques and algorithms involve human supervision. This means that a machine learner or a
data scientist has to guide the process by feeding training information (inputs, outputs, labels).
Once the learning phase is over, we can apply the algorithm on a similar set of information and it
will use what it learned on the training data to make an accurate prediction. As you can see,
supervised machine learning works just like sending a child to school to learn something that he
or she can later apply in similar situations.One of the best examples of supervised machine
learning tools out there is regression. It is often used because of its ability to predict numeric
results, which means it can be applied in a variety of real world scenarios. For example, if you
need to determine the worth of a car, you can use a regression algorithm and feed it information
about relevant car features (age, brand, type, mileage). Using a large amount of existing data on
the car market, we’ll be able to make an accurate prediction. That being said, there are several
flavors of regression algorithms, the most important of them being linear regression and logistic
regression.Another example of surprised learning technique is classification. These algorithms
rely on tags instead of numeric values. For example, classification can be used to determine a
type of plant based on available information on the length of petals and sepals.While
classification and regression algorithms are popular, supervised learning also includes support
vector machines, decision trees, k-nearest neighbours, and neural networks. We will explore
some of these tools in the following chapters.Semi-Supervised LearningThis category of
algorithms lies between supervised and unsupervised learning. It’s a machine learning approach
that uses labeled data together with unlabeled data during the training process. The use of
unlabeled data together with labeled data can lead to a higher accuracy level. However, working
with labeled data means a human element is required and labeled datasets can’t be too large
because of this element. Fortunately, unlabeled data is cheap and readily available in massive
quantities.To get a better idea about semi-supervised learning techniques, think about what
happened with photos that are uploaded to an online social media platform. The service
automatically detects the people in the images and can tell us that, for instance, Bob is present
in four pictures. This detection is possible thanks to a series of clustering algorithms
(unsupervised learning). Next up, the supervised learning techniques enter the picture because
the people need to be labeled. This labeling process will improve the service by enabling it to list
the photos more accurately next time we look for something specific.Unsupervised
LearningUnsupervised learning has no need for the human element in order to feed data during
the training process. Information is used to learn and predictions are made based on what was
learned. Therefore, unsupervised learning techniques are often used when dealing with massive
amounts of data and complex datasets.Unsupervised learning tools are often used in analytics
due to large amounts of gathered data. For example, a large online service could use
unsupervised learning algorithms (k-means clustering) to examine their consumer data and
determine who are the best customers. This way, they can figure out the direction in which they
should push content and marketing strategies and establish a more responsive target
audience.Reinforcement LearningLast but not least, we have reinforcement learning, which



differs greatly from the other three major machine learning tools. Reinforcement learning
algorithms are used to train models with a good/bad focus so that a program can make a series
of decisions.This area of machine learning can be compared to human development. The model
is trained through a reward or penalty system, just like we are in many cases. When a mistake or
error is made, the algorithm receives a penalty and learns to do better. When it makes the right
decision, it is rewarded. This is of course a very simple way of looking at it, but we aren’t going to
dive deep into reinforcement learning for now.ChallengesMachine learning is a complex field
that is under continuous development, so it naturally comes with its own set of challenges. Just
remember that everything involves data, so you’ll have to apply your problem solving skills in two
areas.First, you’ll have to make sure that you aren’t working with bad data, otherwise the training
process won’t go as expected and we’ll end up with inaccurate predictions. Secondly, the
algorithm itself might be faulty and requires some adjustments. So, let’s explore these scenarios
and learn what we’ll be dealing with along the line.Bad DataA machine learning algorithm is as
good as the data it has to work with. Therefore if you are training it using a dataset that is filled
with badly labeled data and errors, the algorithm won’t be able to offer us accurate prediction
when feeding it good datasets.Take note that dealing with bad data is probably going to be one
of your biggest challenges. Learning how to work with machine learning algorithms and
techniques might seem difficult at this point due to minimal knowledge on the subject, but
handling data is the real challenge. Training data is rarely clean and not automatically default.
There are a number of good datasets you can work with and practice, but once you take off the
training wheels and head into the real world, you’ll have to frequently clean and pre-process
poor data.In fact, a data scientist or a machine learner will spend a significant amount of his time
performing the dull process of cleaning data. One such example is when encountering outliers.
All of your real-world datasets will have these and you’ll have to decide what’s worth doing:
removing them from the dataset or attempting to correct them. In either case, you’ll have to
decide which has the least negative impact depending on your circumstances.Another problem
with data is missing features that results in incomplete information. For example, think of a
dataset that contains information on all the people who visited a certain website or online
platform. In such cases, some personal information, such as age or sex is missing because not
every visitor will declare this data. Therefore, again, you will have to decide whether to remove
that information from the dataset altogether (with obvious downsides) or try to fill it in by
calculating the average age or use the average percentage of a certain sex. However, both
choices will affect the training data and the accuracy of the algorithm’s predictions. That is why,
sometimes, further testing is needed to see what yields better results, or apply certain
corrections with the use of other algorithms.Missing DataTo train machine learning algorithms for
high prediction accuracy, we need a lot of data. Even when we need a model to work on simple
tasks, the training process should still be fed with large clean sets of data. Algorithms require
thousands and tens of thousands of examples to learn how to analyze a specific task and
produce an accurate result. Just think of the algorithms that deal with facial recognition software



like what you have on your smartphone. For them to analyze your face and determine your
identity, they first need to be trained using a massive quantity of data to learn all the diverse
facial features and recognize them. We’re talking about datasets that contain millions of items.In
such cases, we can’t afford having missing information because we need to obtain a very high
level of accuracy from our algorithms. Therefore, training data has to be rich, clean, and plentiful
otherwise we end up with a large margin of error that results in smartphone software that can’t
recognize you.Chapter 2: Getting Started with PythonNow that you’ve been introduced to the
concept of machine learning, we can start exploring all the tools we need to dive in. In this
chapter, you’ll learn how to install Python with a number of machine learning modules and
libraries such as NumPy, Pandas and more. The most important step for a beginner machine
learner is to properly set up the development environment and understand how to work with
each tool. Just think of yourself as a handyman with a large toolbox and dive in.Machine
Learning with PythonPython is one of the most popular programming languages used by
machine learners and data scientists. It’s easy to learn, versatile, powerful, and it’s going to be
our main tool.To follow along (which is heavily recommended), you should install the latest
version of Python 3. Optionally, you can use the old Python 2, which is still popular when it
comes to machine learning, but then you’ll encounter some differences and you’ll have to find
your own way out when you get stuck. However, if you feel like you’ve already mastered Python,
feel free to use whatever version you’re comfortable with.That being said, if you’re also just
starting out with Python, we’re going to go through the installation process step by step. If you
already have Python set up, skip ahead to the next section.Python Installation GuideTo set up
Python you first need to download it from . You’ll have to choose the version you need and make
sure you download the correct package based on your operating system. Furthermore, keep in
mind that our Python installation is meant for machine learning, so it’s going to be a little different
from a basic setup for programmers.To install Python for machine learning, we have two options.
We either install everything manually or choose a scientific distribution. For now, we’re going to
stick to the manual approach so you can familiarize yourself with the tools, but in the next
section, we’ll explore the most popular distributions.To install Python, just follow the setup guide
that’s part of the installer. The process is straightforward. Afterward, you need to also install
various libraries, extensions, and packages to unlock the power of machine learning algorithms.
As you probably know, Python doesn’t come with every feature automatically enabled otherwise
it would be a bloated tool.To begin expanding Python, we have to use a package manager.
Package managers make it a lot easier to install the packages we need and they also enable us
to remove or update them just as quickly. Sometimes, your project won’t like a certain version of
a tool, so having a fast way of reverting to another version comes in handy. We’re going to use a
package manager known as “pip.” Pip should already be installed on your system because it’s
included with the native Python installation. You can use any other package managers you want,
especially if you already have some experience with any of them. However, pip is a beginner-
friendly tool that will suffice.To install Python packages, you can use the command console and



type the following pip command:pip install <package>Replace “package” with the name of the
actual package. The package manager will install it. Furthermore, if the tool comes with a set of
dependency packages, they will be automatically installed.Installing Python Scientific
DistributionsPython distributions are indispensable. Without them, setup takes a lot of time and
you might end up with an incomplete toolbox. Besides, some packages may be incompatible
and you don’t have a way of knowing that in advance. You might lose time figuring that out and
removing them. Therefore, you should focus on getting Python distributions that contain pretty
much everything you need to get started.In this section, we’re going to explore the most popular
Python distributions for machine learning: Anaconda, ActivePython, CPython, Canopy, and
WinPython.Anaconda
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